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- CUDA

* ApxuteKkTtypa

* Hello, World

* HeCcKoNbKO C/10B O Kypce
* /lonoNHUTENbHbIE ClamApbl




Compute Unified Device
Architecture (CUDA)

« CUDA - nporpaMMHoO-annapaTtHbI1 CTEK ANS
nporpammmpoBaHma GPU

[lppnoxeHue

CpeactBa Pa3paboTKu

. Visual
NVCC || Nsight || CUDAGDB || /"3

[lporpaMmMHasa moaesnb M A3biku / API

CUDA C || CupA OpenCL Direct Coopnfgl?tl_e

Fortran Compute

GPU Driver
NVIDIA GPU




[TfporpammHaa moaenb CUDA

Koo cOCTOUT U3 nocnenoBaTesbHbIX U
napannenbHbiX YacTen

[locnepoBaTesibHble YacTn KoAa
BbiNnoNHAOTCA Ha CPU (host)

MaccuBHO-MapannenbHblie 4YacTn Koaa
BbiNoHAOTCS Ha GPU (device)

GPU

— ABnsaetca conpoueccopom K CPU (host)
— UMeeT cobcTBEHHYO NaMATb (DRAM)

— BbinonHAeT ogHOBpEMEHHO O04YeHb MHO20
HUTEN



[TfporpammHaa moaenb CUDA

* [lapannenbHaa 4YacTb KoAa BbIMOJHAETCS
KaK 60/ibllOoe KOJIMYEeCTBO HUTEM
(threads)

* HUTK rpynnmpytotca B 6710Kku (blocks)
(PUKCMPOBAHHOI0 pa3mepa

* BNOKM 06BbEegNHAITCA B CE€Tb OJ/IOKOB
(grid)
* AQpo BbINOJIHAETCA Ha CeTKe U3 6/I0KOB

« Kaxkaas HUTb U 6J1I0K MMEIOT CBOM
YHUKaJIbHbIM MAEHTHUPUKATOP




[TfporpammHan mogenbs CUDA

e /leCcATKM TbICAY HUTEU

for ( int ix = 0; ix < nx; ix++ )
{

pData[ix] = £(ix);
}

for ( int ix = 0; ix < nx; ix++ ) {
for ( int iy = 0; iy < ny; iy++ )
{
pDatal[ix+iy*nx] = £ (ix)*g(iy);
}
}

for ( int ix = 0; ix < nx; ix++ ){
for ( int iy = 0; iy < ny; iy++ ) {
for ( int iz = 0; iz < nz; iz++ )
{
pData[ix+ (iy+iz*ny) *nx] = f(ix)*g(iy)*h(iz)
}
}
}




[TfporpammHaa moaenb CUDA

* Hutt B CUDA 06beanHATCA B 6JTOKM:

— 1D Tononorna 6,10Ka

— 2D Tononorna 6,a10Ka

— 3D Tononorna 6,a10Ka

» O6LLEee KoN-BO HUTEU B BJI0KE
OrpaHU4YeHo

B Tekywem HW 3710 512* HUTen

* B Tesla 20 orpanunuenuie va 1024 vutu B Oi1oke




[TfporpammHan mogenbs CUDA

* B/IOKM MOryT Mcnoab3oBaTb shared naMmATb
— HUTKU MOryT o6MeHmBaTbLCA OOLMMU JaHHbIMU

* BHyTpM 6/710Ka NOTOKM MOIYT CMHXPOHM30BATbCH




[TfporpammHan mogenbs CUDA

* BNIOKM NOTOKOB 06BbEAUHAIOTCS B
ceTb (grid) 610KOB NOTOKOB

— 1D TOnoN10rMa ceTkm 6J1I0KOB NMOTOKOB

— 2D Tonosnorna cetkm 6J10KOB NMOTOKOB

* B/IOKM B C€TU BbINMOJIHAIOTCA reronm
He3aBMCMMO ApYr OT Apyra {ZE,”J;: E}

-cetb ||




CBA3b nporpaMmMHon moaenn ¢ HW

* B/IOKM MOryT Mcnoab3oBaTb shared naMmATb
— T.K. 610K LENMKOM BbIMOJIHAETCA HAa OAHOM SM
— O6bem shared naMAaTH orpaHn4deH 1 3aBUCHUT oT HW

* BHyTpU 6710Ka HUTU MOFYT CUHXPOHM30BATbCH
— T.K. 610K LLeZIMKOM BbINOJIHAETCA HAa 0A4HOM SM

* MacwTtabmpoBaHMe apxXUTEKTYPbI U
NPOM3BOAUTE/IBHOCTH
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MacwTtabnpoBaHue
MynbTHunpoueccopa Tesla 10

Tesla 8

Tesla
10




MacwTtabupoBaHue
NpOM3BOAUTEJIBHOCTM
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CBA3b nporpaMmMHon moaenn ¢ HW

 (Ou4eHb BbICOKAA CTeNeHb Nnapaznie/indMa
— [JlecATKM TbICAY NOTOKOB Ha 4yune
— T[loTtokn Ha GPU o4yeHb «nerkume»
— HW nnaHupoBLWUMK 3a4au4

* OcHOBHas 4acTb YMna 3aHATa J'IOFI/IKOI\;i, d HE K3LUEM

 /lna nosHoUeHHOM 3arpy3kM GPU Hy»KHbl TbiCS4M
NOTOKOB

— /1nA NOKPbITMA NTATEHTHOCTEM ONepaLmMi YTEHUA / 3anucK
— /NS NOKpbITUA NaTeHTHoCcTEU Sfu MHCTPYKLUMM




Warp

* Bce HUTU, BbINOIHAEMbIE Ha SM
nepeHyMepoBbIBAlOTCA M pa3bMBatOTCA
Ha warp’bl - rpynnsl U3 32 noapAaa
MOYLIMX HATEU

* Bce HUTU warp’a cuYMTaloTCA
BbINOJIHAEMbIMU PU3NYECKH
napasinesibHoO 1 BCeraa BbiNOJIHAKT OAHY
M TY e KOMaHAy




Warp

* SM coaepXUT NpropeTm3npPOBaHHYIO
oyepe b Bcex warp’oB M No ovyepeam
BbIMNOJIHAET N0 OJAHOM KOMaHAae A/is

KaXXoro rotoBoro K BbIMOJIHEHMUIO
warp’a

» TemM cambIM nepektoveHne warp’oB
MPOMUCXOAMT Ha KaxKJAOM KOMaHae




bnokn n warp’bi?

* BNoKK - abCTpaKLUMA NPOrpaMMHOM MOJEN

* Warp - peanbHada egmHuua McnosiHeHna HW

Jlerenpa:

-HUTL ||
-6nok [
-cetb ||




Single Instruction Multiple
Threads (SIMT)

 [lapannenbHO Ha Ka)XaoM SM BbINOJTHAETCH
6onbLUoe Yncno otaenbHbIX HUTEN (threads)

* HuTK B npegenax ogHoro warpa
BbIMOJTHSAOTCS (PU3NYECKU rMapanienbHo
(SIMD)

 Pa3Hble wart'bl MOIYT UCMOMHATD pa3Hble
KOMaHAbl

» bonblioe yncno warp'oB NOKpbIBaeT
NTAaTEHTHOCTb



A3biKk CUDA C

* CUDA C - o710 pacwumpeHume asbika C/C++
— cneumpmrkaTopbl AnA PYHKUMU M NEPEMEHHbIX
— HOBbl€ BCTPOEHHbIE TUMMbI
— BCTPOEHHblE NepeMeHHble (BHYTPpU A4pa)
— AUPEeKTMBaA ANnA 3anycKa agpa m3 C koaa

« Kak ckomnuamposatb CUDA kog
— NVCC KOMIMUNIATOP
— .CU paclumpeHue damna




A3bik CUDA C
CneuudunkaTopbl

CneundukaTop pyHKLUMM

Cneuudukarop BbinonHAaeTcA Ha MokeT Bbi3blBaTbCA M3

___device___ device device
__global__ device host
__host___ host host

CneundpunkaTtop NnepeMeHHbIX

Creuyduratop Saecy:

___device_ device device
__constant___ device device / host R/ W
___Shared___ device block RW/

__syncthreads()




A3biKk CUDA C

CneuudunkaTopbl
« Cneuudukatop _ global__ cooTtBeTcTBYET
APy

— MoxeT Bo3BpallaTb TO/bKO Vvoid

« Cneuudukatopbl __host__ n __ device__
MOryT MUCrO1b30BaTbCs OHOBPEMEHHO

—  KoMnunatop caMm co3aacT Bepcun ang
CPU n GPU

* CneundukaTtopsbl __global__ n __host__ He
MOryT 6bITb NCNO/Ib30BaHbl OHOBPEMEHHO




A3bik CUDA C
OrpaHu4yeHuns

* OrpaHnyeHns Ha YHKUUN,
BbirnonHaemble Ha GPU:

— Henb3g 6bpatb aapec (3a UCKtoYeHnem
__global__)(moxHo ansa 2.0 v Bbiwe)

— He nopgaepxusaetcs pekypcusi(MoXxHo ans 2.0 u
BblLLE)

— He noapepXxmeatotca static-nepemMeHHble BHYTPU
PyHKUMK

— He nopaep>xMBaeTcs NepeMeHHOe YMCNo BXOAHbIX
apryMeHToB

— He noppepkmnBaetca RTTI
— He noapepxxuneatotca exceptions




A3bik CUDA C
OrpaHu4yeHuns

* OrpaHn4yeHmsa Ha cneunPuKaTopsbl
NnepeMeHHbIX:

— Henb3a NpuMeHATb K NoNsM CTPYKTYpPbl
UM union

— He moryT bbITb extern

— 3anucb B __constant__ MOXeT BbINOJIHATb
Tonbko CPU yepe3 cneymanbHble

PyHKLUMNK

— __shared__ - nepeMeHHble He MOryT
MHNLMANN3UPOBATLCS NP 06BbSABIEHUM




A3bIKk CUDA C
Tunbl AaHHbIX

 HoBble TUMbl AaHHbIX:
— 1/2/3/4-MepHble BekTOpa U3 6a30BbIX
TUTMOB
* (u)char, (u)int, (u)short, (u)long, longlong
« float, double

— dim3 — uint3 ¢ HopManbHbIM
KOHCTPYKTOPOB, NMO3BOJISIOLLNM 331aBaTb
He BCe KOMMOHEHTHI

 He 3apaHHblE MHULMANU3NPYIOTCS eANHULIEN




A3bik CUDA C
BcTpoeHHble nepeMeHHble

CpaBHum CPU vs CUDA C koa:

float * data; llycTe nx = 2048

for ( int 1 = O; i1 < n; i++ ) [IycTs B Biioke 256
{ MTOTOKOB

data [x] = data[l] + 1.0f; - KOJI-BO OBJIOKOB =
2048 / 256 = 8

}

__global  void incKernel ( float * data )

{ [ 0 .. 7] [ == 250] [ 0 .. 255 ]
int idx = blockIdx.x * blockDim.x + threadIdx.x;
data [idx] = data [idx] + 1.0f;

}




A3bIK CUDA C
BcTpoeHHble nepeMeHHble

* B nto6om CUDA kernel’e aocTynHbi:
—dim3 gridDim;
—uint3 blockIdx;
—dim3 blockDim;
—uint3 threadIdx;

—1int warpsSize;

dim3 — BCTPOEHHBM TWUII,
KOTOPBIM MCIIOJb3yeTCH IJIg
3alaHnda pasMepor kernel’a
[Io cyTu — »T0 uint3.




A3bik CUDA C
[ANpeKTnBbI 3anyCcKa Aapa

» KaK 3anyCcTmTb A4p0 C 06LMM KO-BO
TpeaoB paBHbIM NX?

float * data;

dim3 threads ( 256 ) ;

dim3 blocks ( nx / 256 );
incKernel<<<blocks, threads>>> ( data )

<<<L , >>> yryoBHE CKOOKM, BHYTPM KOTOPBIX
B3a0anTCsl IapaMeTphl Banycka sigpa

MOXHO IJIsI OOHOMEPHOI'O Cjlydasi B3anyCTUTE U
TakK

incKernel<<<nx/256, 256>>> ( data );



A3bik CUDA C
[ANpeKTnBbI 3anyCcKa Aapa

« O6LLMKN BMA KOMaHAb! ANS 3anycka sapa
incKernel<<<bl, th, ns, st>>> ( data );

* b/—4ncno 610KOB B ceTKe

e th—4ncno HUTen B 610Ke

e /1S — KONMMNYECTBO AOMNONHUTENbHOM
shared-namaTn, Bbigensemoe 610Ky

* S{— MOTOK, B KOTOPOM HY>XHO 3anyCTUTb
aapo



Kak ckomnunmposatb CUDA Kop

* NVCC - komnmnatop ana CUDA

— OCHOBHbIMM ONUMAMM KOMaHbl NVCC ABJIAIOTCA:

— --use_fast_math - 3ameH1Tb BCe BbI30Bbl CTAaHAAPTHbIX
MaTeMaTU4eCKMX PYHKUMM Ha UX BbICTpble (HO MEHee
TOYHbIE) aHaI0Mn

— -0 <outputFileName> - 3aaaTb UMs BbIXxogHOro damnna

« CUDA damnbl 06bI14HO HOCAT paclUMpeHUe .cu




CUDA “Hello World”

#define N (1024*1024)
__global  void kernel ( float * data )

{
int idx

blockIdx.x * blockDim.x + threadIdx.x;

float x 2.0f * 3.1415926f * (float) idx / (float) N;

data [idx] = sinf ( sqrtf ( x ) ),

int main ( int argc, char * argv [] )
{
float a [N];
float * dev = NULL;
cudaMalloc ( (void**)&dev, N * sizeof ( float ) );
kernel<<<dim3 ( (N/512) ,1), dim3(512,1)>>> ( dev );
cudaMemcpy ( a, dev, N * sizeof ( float ), cudaMemcpyDeviceToHost ) ;
cudaFree ( dev ) ;
for (int idx = 0; idx < N; idx++) printf("a[%d] = %.5f\n", idx, a[idx]);

return 0O;



CUDA “Hello World”

__global  void kernel ( float * data )

{
int idx = blockIdx.x * blockDim.x + threadIdx.x; // HOMep Tekymel HUTHU
float x = 2.0f * 3.1415926f * idx / N; // BHaueHme apryMeHTa

data [idx] = sinf ( sqrtf ( x ) ); // HaiTM BHaAueHMe U BanMcCaTk B MaCCHUB

« [na kaxaoro anemeHTa maccmea (Bcero N)
3arycKaeTcsl OTAeNIbHast HUTb, BblUMCSIOLWLAS
Tpebyemoe 3Ha4veHue.

« Kaxpaas HUTb 06n1aaaeT yHMKanbHbIM id




CUDA “Hello World”

float a [N];
float * dev = NULL;

// BHOenuTe naMsTe Ha GPU nmonm N sjeMeHTOB
cudaMalloc ( (void**)&dev, N * sizeof ( float ) );

// sanycTure N HuMTen 6joxkaMm no 512 uuTen

// BHIONHsIeMass Ha HUTKM QyHKUMSTI - kernel

// Maccue paHHnx - dev
kernel<<<dim3((N/512) ,1), dim3(512,1)>>> ( dev );

// ckonupoBaTk pesynbTaTH M3 namMsaTu GPU (DRAM) B
// namsite CPU (N sJxeMeHTOEB)
cudaMemcpy ( a, dev, N * sizeof ( float ), cudaMemcpyDeviceToHost )

// ocBobomuTe namsiTte GPU
cudaFree ( dev )




OT4YeTHOCTb NO KypcCy

* Ecnuv Bbl He caaanTe 3aJaHuA
M He npeaynpeauTte 3apaHee

— FAIL

* EC/2in BbI BbliOpanu
a/ibTepHaTMBY, HO HaC He
npeaynpeanan 3apaHee

— EPIC FAIL

-

HeBYyCMbIC/IEHHBbIM
HaMeK OT Kana

~




PecypcCbl Hallero Kypca

» Steps3d.Narod.Ru
* Google Site CUDA.CS.MSU.SU
* Google Group CUDA.CS.MSU.SU

* Google Mail CS.MSU.SU
* Google SVYN
 Tesla.Parallel.Ru

* Twirpx.Com

* Nvidia.Ru



http://steps3d.narod.ru/
https://sites.google.com/site/cudacsmsusu/
http://groups.google.com/group/cudacsmsusu?pli=1
http://groups.google.com/group/cudacsmsusu?pli=1
mailto:cs.msu.su@gmail.com
http://code.google.com/p/msu-cuda-course/
http://tesla.parallel.ru/wordpress/
http://www.twirpx.com/library/comp/gpucalc/
http://developer.nvidia.com/page/home.html




[1naH

e /lonoNHUTENIbHbIE C/lanabl
— Apxutektypa Tesla 8
— Apxutektypa Tesla 20




ApxutekTtypa Tesla 8

CPU i Bridge 7 Host Memory

BEEEEHELE

; - Interconnection Network :

DRAM DRAM DRAM DRAM DRAM DRAM




Apxutektypa Tesla:
MynbTunpoueccop Tesla 8

| Streaming Multiprocessor I

Instruction Fetch

Shared Memory

SFU SFU

Register File




Apxutektypa Tesla 20

« O6beanHeHHbIn L2 kaw (768 Kb)
« 1o 1 Tb namaTtn (64-6butHasa agpecaums)
« Ob6Lee aapecHoe NMPOCTPAHCTBO MaMsTH

« KKO (DRAM, perucTpsbl, pasaensgemast namsiThb,
K3LLI)

« OaHOBpeMeHHOe UCMOoJTHEHWE a4€ep,
konupoBaHusa namatn (CPU->GPU, GPU-
>CPU)

» bbicTpas cMeHa koHTekcTa (10x)
« OpgHoBpeMeHHoe ucrnonHeHue aaep (4o 16)




ApxuteKktypa Tesla 20
[ToOTOKOBbLIM MyIbTUNPOLLECCOP

Warp Scheduler Warp Scheduler

Dispatch Unit Dispatch Unit

Register File (32768 32-bit words)

LD/ST LD/ST

SFU

LD/ST LD/ST

LD/ST LD/ST

SFU

LD/ST LD/ST

LD/ST LD/ST

LD/ST LD/ST S F U

LD/ST LD/ST

LD/ST LD/ST S F U

[ nterconmectionnetwork |
64 Kb Shared Memory/ L1 Cache




ApxuteKrtypa Tesla 20 (Fermi)

« 32 dapa Ha SM

» OOHOBpPEMEeHHOoe UCnosIHeHune 2X
Bapnos.

« 48 Kb paszgensemMoun naMatu

* 16 Kb KaLL
— unun 16 Kb pasgensemn + 48 Kb kaw

 [leweBble aTOMapHble onepaunm



ApxuteKktypa 3.0 (Kepler)

192 aapa Ha SM

OaHoBpeMeHHoe UcnosiHeHue 4x
Bapnos.

48 Kb pa3genssemMon naMaTtu
32 SFU

16 Kb K3
— unun 16 Kb paspensemn + 48 Kb kaw

Peructpbl 2X



