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[1naH

 PazgensemMmast NnaMaTb
e KOHCTAHTHAas NamMdaTb
* ba3oBblie anropuTMbl




[1naH

 PazpnendeMas NamMsaTb




Tunbl namMatm B CUDA

Tvn [locTyn | YpoBeHb CKopocTb | Pacnono)eHu
namaTu BblAeneHns | paboTbl e

PerncTpbil R/W Per-thread |Bbicokag |SM

NokanbHas | R/W Per-thread | Hu3kas DRAM

Shared R/W | Per-block |Bbicokasa |SM
[nobanbHas | R/W Per-grid Hu3kas DRAM
Constant R/O Per-gric Bbicokas | DRAM

Texture R/O Per-gric Bbicokas | DRAM

JlereHpa:
-MHTEpdencsI
poctyna [




Tunbl namMatm B CUDA

» CaMas 6bicTpas - shared (on-chip)

« Cemyac Bcero 16 Kéant Ha oamH
MysibTunpoueccop Tesla 10

* Shared memory 1 Kaw ob6beanHeHbl Ha Tesla
20

— MOXHO KOHTpoaMpoBaTb COOTHoLeHMe 16 | 48 Kb

* COBMECTHO UCMONb3yeTCa BCEMMU HUTAMM
O6J/10Ka

« Kak npaBuio, TpebyeT ABHOM CMHXPOHU3ALUM




TUNM4YHoe ncnosibzoBaHue

e 3arpy3mTb HeobxoauMble AaHHble B shared-
namaATb (M3 rnobanbHON)

« _ syncthreads ()

BbINO/IHUTL BblYUCIEHMA HAA
3arpy>eHHbIMU JaHHbIMMU

 _ syncthreads ()
e 3anucaTtb pe3y/sbTaT B r/106a/IbHYI0 MaMATb




YMHOXeHune Mmatpuy, (2)

* [lpu Bbluncnenmm C’
MOCTOAHHO UCMOJIb3YTCA

OJHU M Te e d3/IEMEHTbI U3 A
"B

— [lo MHoOro pa3s B'
CUYMTbIBAIOTCA U3
r106a/1bHOM NaMSATH

e DTU MHOIOKpaTHO

MCMNOJIb3yeMblE 3JIEMEHTbI
(MOPMUPYIOT NOJIOCHI B
matpuuax A v B Al C'

« Pa3mep Takon nosocbl N*16 1
AJ1A peasibHbIX 3aa4 JaxKe
0/lHa Takas nosioca He

nomMewaeTcs B shared-naMAaTb




YMHOXeHune Mmatpuy, (2)

« Pa3buBaeM Kaxayto nosocy
Ha KBaJpaTHble MaTpuLbl
(16*16)

« Torpaa Tpebyemas
noamartpuua npomssegeHma | e
C’ MOXeT 6bITb
npeAcTaB/ieEHa Kak CyMMa
Npom3Bel€HNN TaKMX MaTpML| A
16*16 e

e /lna paboTbl HY>XHO TOJIbKO S ——
ABe matpuubl 16*16 B shared-
namMATH

O




dddeKTMBHaAA peam3aLms

__global  void matMult ( float * a, float * b, int n, float * c ) {
int bx = blockIdx.x, by = blockIdx.y;
int tx = threadIdx.x, ty = threadIdx.y;

n * BLOCK SIZE * by;

int aBegin

int aEnd

aBegin + n - 1;
int bBegin = BLOCK_SIZE * bx;
int aStep = BLOCK SIZE, bStep = BLOCK SIZE * n;
float sum = 0.0f;
for ( int ia = aBegin, ib = bBegin; ia <= aEnd; ia += aStep, ib += bStep ) {
__shared  float as [BLOCK_SIZE] [BLOCK SIZE];
__shared _ float bs [BLOCK_SIZE] [BLOCK_ SIZE];
as [ty]l[tx] = a [ia + n * ty + tx];
bs [ty] [tx] b [ib + n * ty + tx];

__syncthreads () // Synchronize to make sure the matrices are loaded
for ( int k = 0; k < BLOCK_SIZE; k++ )
sum += as [ty] [k] * bs [k][tx]:
__syncthreads () // Synchronize to make sure submatrices not needed

}
¢ [n * BLOCK_SIZE * by + BLOCK_SIZE * bx + n * ty + tx] = sum;




D deKTMBHaA peanmsaums

e Ha KaxKabl1 3/1eMEHT
— 2*N apudmeTmyecKkmx onepaumm
— 2*N/16 obpalleHMn K rnobasbHOU NaMATH

* NocKoNbKy pasHble warp’bl MOTYT BbIMOJIHATb
Pa3Hble KOMaH/ bl HyXKHa ABHas
CMHXPOHM3ALMA BCEX HUTEM BJIOKA

 BbbICTpOAENCTBME BbIPOCSIO BOJIEE YEM HA
nopAAaokK (2578 vs 132 MUAAnCeKkyHAa)




D deKTMBHaA peanmsaums

Profiler Counter Plot

Profiler counters For method - matfulk:3
0.00% 6.27% 12.54% 18.80% 25.07% 31.34% 37.61% 43.88% 50.15% S6.41% £2.68% 68.95% 75.22% 81.49%

inskruckions

ald coalesced
branch

gst coalesced
cta launched

gst uncoalesced
divergent branch
local load

local stare

warp serialize
gld uncoalesced

T T T T T T T T T T T T T
0.00% 6.27% 12.54% 15.80% 25.07% 31.34% F7.61% 43,88% S0,15% S6.41% 62.658% 65,95% 75.22% G1.49%
Profiler counters For method - matfulk:3

* Tenepb ocHoBHOe BpeMsa (81.49%) ywno
Ha BblYUCIEHUA

 YteHne 1n3 naMatum ctano coalesced u
3aHan0 Bcero 12.5 %




ddpdeKTnBHaa paboTta ¢ shared-
namaTbto Tesla 10

OTaenbHoe obpalleHue ANs Kaxkaoum
NOJIOBMHbI warp’a

/1nA noBbILLEHMA NMPONYCKHOW CNOCOBHOCTMU
BCA shared-namATb pa3bmTa Ha 16 6GaHKOB
Kaxabi 6aHK paboTaeT HE3aBMCMMO OT
APYrux

MO*HO 0JHOBPEMEHHO BbINOJIHUTbL A0 16
obpalleHun K shared-namaTm

Eciv uaeT HeCKo/IbKO obpalleHnn K 04HOMY
6aHKY, TO OHM BbINOJIHAKTCA N0 o4yepeam



ddpdeKTnBHaa paboTta ¢ shared-
namaTbto Tesla 10

* baHKM CcTpoATCA 13 32-6MUTOBBIX C/IOB

* Mlogpaa nayuwme 32-6M1TOBbIE CJ/I0BA
nonazawT B noApaj uayuwme 6aHku

« Bank conflict - HECKO/IbKO HUTEN U3
oAiHoro half-warp’a obpallaroTca K
OJHOMY U TOMY e GaHKy

« KoHdpmKTa HEe npoucxoamnT ecam Bce 16
HUTEN 06paLLATCA K OAHOMY C/I0BY
(broadcast)




beCcKOH(P/IMKTHbIE NaTTEepPHbI
AocTyna

Bank 0 | | Thread 0 Bank 0 |
Bank1 | [ Thread1l ]l Bank1l |
Bank2 | [ Thread2 Bank2 |
Bank 3 | | Thread 3 Bank 3 |
Bank 4 | | Thread 4 Bank 4 |
Bank5 | [ Threads Bank5 |
Bank 6 | | Thread 6 Bank 6 |
Bank 7 | | Thread 7 Bank 7 |
Bank8 | | Threads Bank8 |
Bank9 | [ Thread9 Bank9 |
Bank10 |  [Thread 10 Bank 10 |
Bank1l | [Thread11 Bank 11 |
Bank12 | [Thread12 Bank 12 |
Bank13 |  [Thread 13 Bank 13 |
Bank14 |  [Thread 14 Bank 14 |
Bank15 |  [Thread15 Bank 15 |




[laTTepHbl C KOHPAMKTAMHU
6aHKOB

Bank 0 | | Thread 0 Bank 0 |
X2 [ Bank1 | [Threadl sk | X6

Bank 2 | | Thread 2 Bank 2 |
| Bank 3 | | Thread 3 Bank 3 |
' Bank 4 | | Thread 4 Bank 4 |
| Bank5 | | Thread5 Bank5 |
' 0 Bank 6 | | Thread 6 Bank 6 |
' Bank 7 | | Thread 7 Bank 7 |

| Thread 8 | ‘ Bank8 | | Thread8 Bank8 |

Thread 9 ‘ | Bank 9 | | Thread 9 Bank 9 |

 Thread 10 | “ Bank10 | |Thread 10 Bank 10 |

 Thread 11 | | Bank1l | |Thread11 Bank 11 |
‘ Bank12 | |Thread 12 Bank 12 |
Bank13 |  |Thread 13 Bank 13 |
Bank14 | | Thread 14| Bank 14 |
| Bank15 | |Thread15 | Bank15 |




[loCcTyn K MacCUBy 3J/1IEMEHTOB

shared float a [N];

—ee— HeT KOH(MNUKTOB

float x = a [base + threadIdx.x];

__shared  short a [N];

KOHMUKTbI 2-T0
nopsaka

short x = a [base + threadIdx.x];

shared  char a [N];

KOHONOUKTBI 4-1o
char x = a [base + threadIdx.x]; nopﬂﬂKa




[Mpumep - maTpmubl 16*16

 [lepemHoxeHune A*BT aByx matpmu 16*16,
PACMoJIOXKEHHbIX B shared-namaTu
— flocTyn K 06enM MaTtpmuam MAeT No CTpOKam

* Bce 3/1eMeHTbl CTPOKM pacnpee/ieHbl
paBHOMEpPHO No 16 6aHKam

« Kaxkabli cTonbel uesmkomM rnonajgaeTt B OAMH
OaHK

* [onyyaeM KOHPAUKT 16-ro nopsaaka rnpu
YTEeHUMU MaTpuLbl B



[MpMep - MaTtpuubl 16*16

RRR




[Mpumep - maTpmubl 16*16

« /lono/IHMM KarKAayto CTPOKY OJHMM SN1EMEHTOM

* Bce anemMeHTbl CTPOKU (KpOMe nocneaHero) nexaTt B
pa3HbIX OaHKax

* Bce anemeHTbl cTONOLA TaKKe NeraT B pa3HbIX
OaHKax

o (DaKTMYeCKMU 3a cHET HEOONbLUOro YBEAMNYEHUS
o6bema NamMaTH NOJIHOCTbIO U36aBUIUCL OT
KOH(JIMKTOB

o 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16




ddpdeKTnBHaa paboTta ¢ shared-
namMatbto Tesla 20

Bca shared-namaTtb pa3buta Ha 32 6aHKa

Bce HUTM Bapna obpallatoTca B NaMATb
COBMECTHO.

Kaxabi 6aHK paboTaeT HE3aBMCMMO OT
APYIrnX

MOXHO 0AHOBpPEMEHHO BbIMOJIHUTL A0 32
obpalleHun K shared-namaTm



ddpdeKTnBHaa paboTta ¢ shared-
namMatbto Tesla 20

* baHK KOHMIMKTbI:

— [pv ob6paLeHmn >1 HUTKU Bapna K pasHbiM
320UTHbIM CJ/I0BaM M3 OAHOIro 6aHKa

* [lpn o6paweHn >1 HUTKU Bapna K pa3HbIM
6amTam ogHOro 326MTHOIO CJI0Ba,
KOH(J/IMKTA HeT

— MNpu yteHun: onepaumna broadcast

— Mpu 3anmucK: pesynbTat He onpejeneH



[1naH

e KOHCTAQHTHAa NaMaTb




KOHCTaHTHada NaMATb

__constant float contsData [256];

float hostData [256];

cudaMemcpyToSymbol ( constData, hostData, sizeof ( data ), O,
cudaMemcpyHostToDevice ) ;

[I717777777777777777777777777777777777777777777777777777

template <class T>
cudaError_ t cudaMemcpyToSymbol ( const T& symbol, const void * src,

size_t count, size t offset, enum cudaMemcpyKind kind );

template <class T>
cudaError_ t cudaMemcpyFromSymbol ( void * dst, const T& symbol,

size_t count, size t offset, enum cudaMemcpyKind kind );




[1naH

* ba3oBblie anropuTMbl




ba3zoBble anroputmbl Ha CUDA

» Reduce

« Scan (prefix sum)
 Histogram

» Sort




[MapannenbHaa peaykuma (reduce)

[1aHo:
— MaccyB aneMeHToB &g, &y, 8,4
— buHapHaga accoumaTnBHasa onepauus '+’

Heobxogumo Hantm A=a, +a, +...+a__,
NInMuTUpyoWwmMn akTop — AOCTYN K NamaTu

B KauecTBe onepaunmn Takxke MOXeT ObITb
min, maxwv T...



Peanusaumua napannesibHOM
peayKuuu
« KaxaoMy 610Ky CONoCTaB/isieEM YacTb
MaccuBa
* bnok
— KonupyeT AaHHble B shared-namsitb

— Nepapxmnyeckn cyMMUpYeT AaHHblE B
shared-namsaTu

—CoxpaHsieT pe3ynbTtaTt B rnobanbHOM
NaMsATU



Nepapxmyeckoe cyMMUpPOBaHHE

ol
w
-
N

K
K
K
K
K
K
K
K

13 1

14 0

14

* [lo3BongeT npoBoAUTb CYMMUPOBaHUE
napannenbHo, UCNob3yst MHOrO HUTEW

« TpebyeT /og(N) waros




Peaoykuna, BapmaHT 1

Thread o 1 2 3 4 5 6 7 8 2 10 11 12 13 14 15

a 6| 3

VY ryyrry

- %/_5%/ %/j

14| 3 5 | -2 | 1 O(-1|-5] 0 2 | -2 |-3| 6 5 | -3 | 3




Peaoykuna, BapmaHT 1

__global  void reducel ( int * inData, int * outData )
{

__shared  int data [BLOCK SIZE];

int tid = threadldx.x;

int i = blockIdx.x * blockDim.x + threadlIdx.x;

data [tid] = inData [i]; // load into shared memory
__syncthreads ()
for ( int s = 1; s < blockDim.x; s *= 2 ) {
if ( tid % (2*s) == 0 ) // heavy branching !!!
data [tid] += data [tid + s];
__syncthreads ()
}
if ( tid == 0 ) // write result of block reduction
outData[blockIdx.x] = data [0];




PeayKuusa, BapmaHT 2

s=1

s=2

s=4

s=8




PeayKuusa, BapmaHT 2

__global  void reduce2 ( int * inData, int * outData )
{
__shared  int data [BLOCK SIZE];
int tid = threadIdx.x;
int i = blockIdx.x * blockDim.x + threadIdx.x;
data [tid] = inData [i]:; // load into shared memory
__syncthreads ();
for ( int s = 1; s < blockDim.x; s <<= 1 )
{
int index = 2 * s * tid; // better replace with >>
if ( index < blockDim.x )
data [index] += data [index + s];
__syncthreads ()
}
if ( tid == 0 ) // write result of block reduction
outData [blockIdx.x] = data [0];




PeayKuusa, BapmaHT 2

e [MpaKTUUYECKM MOSTHOCTbIO N36aBUINCH
OT BETBJ/IeHUS

» OaHaKo NOy4YMNIM MHOro KOHM/TMKTOB
no 6aHKaM

— [Ang Ka)xgoro cneayrowero wara Uukna
cTeneHb KOHMNKTa yaABanBaeTCs




Peaykuua, BapmaHT 3

* I3MeHnM nopsaaoK CYMMMPOBAHUSA

— PaHblLUe cyMMUpOBaHME HauyMHaNoch C
COoCelHNX 2/IEMEHTOB U pPacCToAHMe
YBENNYNBAIOCb BABOE

— HayHeM cyMMupoBaHue ¢ Hanbonee
yoaneHHbIX (Ha dimBlock.x/2) v
paccTosiHMe byaemM yMeHblaTb BABOE Ha
KaXxaon utepaumm umKnia




Peaykuma, BapuaHT 3
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PeayKkuusa, BapuaHTt 3

__global  void reduce3 ( int * inData, int * outData )
{

__shared  int data [BLOCK_SIZE];

int tid = threadIdx.x;

int i = blockIdx.x * blockDim.x + threadIdx.x;

data [tid] = inData [i];
__syncthreads ()’
for ( int s = blockDim.x / 2; s > 0; s >>= 1)
{
if ( tid < s )
data [tid] += data [tid + s];
__syncthreads ();

}
if ( tid == 0 )
outData [blockIdx.x] = data [0];




Peaykuua, BapmaHT 3

e 136aBUINCb OT KOHMIMKTOB No baHKaM
e N36aBUINCb OT BETB/EeHUS

« Ho, Ha nepBon Utepauum NoIoBMNHA
HUTEWN NPOCTanBaET

— [lpocTo caenaemM nepBoe CyMMUPOBaHUE
Nnpu 3arpyske




Peaoykuna, BapuaHT 4

__global  void reduced4 ( int * inData, int * outData )
{

__shared  int data [BLOCK_SIZE];

int tid = threadIdx.x;

int i = 2 * blockIdx.x * blockDim.x + threadIdx.x;

data [tid] = inData [i] + inData [i+blockDim.x]; // sum
__syncthreads ()’
for ( int s = blockDim.x / 2; s > 0; s >>= 1)
{

if ( tid < s )

data [tid] += data [tid + s];

__syncthreads ();
}
if ( tid == 0 )

outData [blockIdx.x] = data [0];




Peaoykumua, BapuaHT 5

* [Ipn s<=32 B KaXXaoM 6/10Ke OCTaHeTCH
BCEro rno ogHoMy warpy, no3ToMy

— CUMHXPOHN3aUNA y>Xe HE HYXHA

— npoBepkKa tid<s He HyXHa (oHa BCe paBHO
HMYEero B 3TOM C/lydae He [enaeT).

— pa3BepHeM UMKN ana s<=32




Peaykumna, BapmaHT 5

for ( int s = blockDim.x / 2; s > 32; s >>= 1)
{
if ( tid < s )
data [tid] += data [tid + s];

__syncthreads ()

if ( tid < 32 ) // unroll last iterations
{

data [tid] += data [tid + 32];
data [tid] += data [tid + 16];
data [tid] += data [tid + 8];
data [tid] += data [tid + 4];
data [tid] += data [tid + 2];
data [tid] += data [tid + 1];




Peaykuua, sapuaHT 5 (fixed)

for ( int s = blockDim.x / 2; s > 32; s >>= 1)
{
if ( tid < s )
data [tid] += data [tid + s];

__syncthreads ()

if ( tid < 32 ) // unroll last iterations
{ // compile can be “oversmart here”

volatile float * smem = data;

smem [tid] += smem [tid + 32];
smem [tid] += smem [tid + 16];
smem [tid] += smem [tid + 8];
smem [tid] += smem [tid + 4];
smem [tid] += smem [tid + 2];
smem [tid] += smem [tid + 1];




Peaykuua, 6bicTpoaenucTBMe

BapuaHT anroputMa | Bpems BbinonHeHUA
(MmMnnncekyHAabl)

reductionl 19.09
reduction2 11.91
reduction3 10.62
reduction4 9.10
reduction5 8.67







PecypcCbl Hallero Kypca

» Steps3d.Narod.Ru
* Google Site CUDA.CS.MSU.SU
* Google Group CUDA.CS.MSU.SU

* Google Mail CS.MSU.SU
» Google SVYN

» Tesla.Parallel.Ru

* Twirpx.Com

» Nvidia.Ru



http://steps3d.narod.ru/
https://sites.google.com/site/cudacsmsusu/
http://groups.google.com/group/cudacsmsusu?pli=1
http://groups.google.com/group/cudacsmsusu?pli=1
mailto:cs.msu.su@gmail.com
http://code.google.com/p/msu-cuda-course/
http://tesla.parallel.ru/wordpress/
http://www.twirpx.com/library/comp/gpucalc/
http://developer.nvidia.com/page/home.html

